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Experience has shown that it’s important for visualization and analysis tools and for human understanding to classify earth science data into broad categories. While one could imagine everything as merely a collection of points, it is necessary in practice to take advantage of whatever regularities are found in the data. We will call these categories feature types, to emphasize that we are working on the same semantic level as the Open Geospatial Consortium’s (OGC) feature and coverage abstract models. 
Unidata’s Common Data Model (CDM) is an abstract model for scientific data whose goal is to provide efficient access to the existing body of earth science datasets, using the file formats that are in current use, and to influence the structure and storage formats of future datasets. The CDM is equally concerned with creating usable abstractions, binary data representations, and making implementations efficient and easy to write. We propose here a set of feature types that reflect Unidata’s experience with important and commonly used datasets in the earth sciences. The types we propose do not compete with OGC feature types, but are intended to reflect data organization in existing file formats, and to guide practical implementations of OGC and similar data services.
The CDM has three layers: the data access layer, the coordinate system layer, and the feature type layer. To summarize the relevant concepts, a data variable is a multidimensional array of values that is the result of sampling a continuous function at a discrete set of points. A coordinate system assigns coordinate values to these points; in particular we are concerned here exclusively with georeferencing coordinate systems that assign space/time coordinate values to the points of a data variable. A coordinate system is a collection of coordinate variables, one for each coordinate dimension.
Since the fundamental data abstraction is that of the multidimensional array, the array dimensions play a central role. An index dimension is a named array length, and is a shared object among data variables and their coordinate systems. The index range for an index dimension is the set of index values [0,1,2,..,dimLength-1], and the index space for a variable is the product set of index ranges specified by its index dimensions. The index space for a data variable is identical to the index space for its coordinate system, although in practice a coordinate system may use a subset of the index dimensions of its data variable. 
A coordinate system, then, is a map from index space (specified by a set of index dimensions) to coordinate space. Different coordinate systems will have different coordinate variables, but all georeferencing coordinate systems map to the same coordinate space, namely four dimensional space/time. In looking for ways to categorize data, therefore, we use its dimensionality, essentially the number of index dimensions required by its coordinate systems.  This is the dimensionality of the data manifold, which is understood (for earth science data) to be embedded in four dimensional space/time. 
Taking advantage of the regularities of multidimensional data layout can provide efficiencies of one or two orders of magnitude, one of the reasons why all scientific data is not stored in relational databases. One way to characterize these regularities is by examining the relationship of proximity in index space with proximity in coordinate space, which we call connectedness. Individual coordinate variables are categorized in the following ways:

· Unconnected: There is no particular relationship between the coordinate values of points that are neighbors in index space.

· Connected: Points next to each other in index space are next to each other in coordinate space. 
· Ordered: The coordinate values of the points are ordered, that is, the coordinate values of the points are strictly increasing or decreasing. Ordering implies connected. Ordering makes the most sense for a one-dimensional coordinate, and in that case is necessary and sufficient for the coordinate map to be invertible. Ordering can be applied to a two-dimensional (or higher) coordinate, by ordering along the dimensions starting from the fastest to slowest, which we call linearizing.
· Separable: The coordinate values of the points are connected, ordered, and one-dimensional. Also called orthogonal.
· Fixed: All of the points have the same coordinate value.

A coordinate system has a mixture of coordinate variables that have different connectedness, and feature types are distinguished by this mixture, as described below.
A feature collection is a collection of features of the same feature type and with the same measured parameters. A feature dataset is a collection of scientific data exposed as one or more feature collections, in which all the data is related in some way, for example from a single instrument or collocated instruments, or from a particular field campaign. A feature dataset may include some or all the data in one or many files, that is, a feature dataset is independent of the physical data storage. 

One-dimensional feature types
The coordinate systems of one-dimensional feature types have a single sample dimension, for example:

  double lon( sample);

  double lat( sample);

  double z(sample);

  double time(sample);

The measured parameters or data variables also use the sample dimension, for example:


float humidity(sample);

The set of one-dimensional feature types we propose are:

· Point feature: one or more parameters measured at one point in time and space  (technically this is a zero dimensional feature).
· Station feature: a time-series of data points all at the same location, with varying time (fixed x,y,z; ordered t).

· Profile feature: a set of data points along a vertical line. Time is either fixed (fixed x, y, t; ordered z), or a function of z (fixed x, y; ordered z, t).
· Station Profile feature: a time-series of profile features at a named location. (fixed x, y; ordered z, t).

· Trajectory feature: a set of data points along a 1D curve in time and space (connected x, y, z; ordered t).
· Section feature:  a collection of profile features which originate along a trajectory. (connected x, y; ordered z, t).
One-dimensional feature collections are collections of one-dimensional feature types that have the same measured parameters. Some examples:

· Point collection: earthquake data, lightning data.

· Station collection: weather station data, fixed buoys.

· Profile collection: satellite profiles.

· Station Profile collection: profilers, balloon soundings.
· Trajectory collection: aircraft data, ship data, drifting buoys.

· Section collection: ship soundings.
One-dimensional feature types are described in more detail in the CDM Point Feature Types companion paper.
Grid feature type

A Grid feature (a.k.a. Grid) is a set of data points in a multidimensional grid, where each of its four space/time coordinates is separable. Thus the coordinate system might look like:

  double lon( lon);

  double lat( lat);

  double z( z);

  double time( time);
The data variables can be 2, 3 or 4 dimensional:


float  topography(lat, lon);


float surface_pressure(time, lat,  lon);


float ozone(time, z, lat, lon);

For Grids, neighbors in index space are connected neighbors in coordinate space. This means that data values that are close to each other in the real world (coordinate space) are close to each other in the data array, and are usually stored close to each other on disk, making coordinate subsetting easy and efficient. 

A Grid collection is a collection of Grids with the same coordinate system. A Grid dataset is a set of related Grid collections, for example all the output from a model run.  Grid data typically comes from numeric forecast model output, although other datasets, for example geosynchronous satellite data, also can be viewed as gridded data.
Transformed Coordinates

Grids can have multiple coordinate systems, and the coordinate system with ordered, one dimensional (aka separable) coordinates is called the Grid’s natural coordinate system. A Grid does not necessarily have latitude/longitude/height as its natural coordinate system.  A typical case is when the horizontal coordinates are expressed in distance on a projection plane, for example:

  double x( x);

  double y( y);

  double z( z);

  double time( time);

Then the latitude/longitude coordinates are functions of the x,y dimension, either given implicitly by a projection function, or explicitly by two-dimensional coordinate variables, for example:
  double lon( x, y);

  double lat( x, y);

Similarly the z coordinate may be in pressure or abstract units, and the actual vertical height may be a complex function of the other coordinates:


  double height(x, y, z, t);

The latitude/longitude/height coordinate values may be explicitly specified in the dataset, or implicitly specified by a transformation function. Note that these multidimensional coordinates are not ordered but are still connected.
Ensemble Models
Numeric models sometimes produce many sets of output, with identical data variables and coordinate systems, produced by varying the input to the model, which allows better statistical predictions. These are called ensemble models, and the output can be understood to add another dimension to the data variables, making them 5 dimensional:

int ensemble (ensemble);


float ozone(ensemble, time, z, lat, lon);

One computes statistics across the ensemble dimension, but the ensemble coordinate is typically considered nominal, so in that case the ensemble dimension is not connected.
Forecast Model Run Collections

Numeric forecast models produce output along the forecast time (aka valid time) dimension. Models used for production purposes, for example NCEP or ECMWF weather forecast models, are typically run at fixed intervals, called the run time. The output from a given run is the model run. Collections of these forecast model runs then can be understood to have two time dimensions:

double runtime( runtime);


double time( runtime, time);


float ozone(runtime, time, z, lat, lon);

This formulation assumes that the same number of forecast times is produced for each run, which is not always true.  For this and other reasons, the above formulation is currently used to produce virtual datasets with a single, ordered time coordinate. If we fix the runtime coordinate, we are back to our original Grid dataset. We can choose constant offset times, eg all the “6 hour forecasts” across the model runs. If we fix the forecast time coordinate, we get a set of predictions for that time, across model run with successively shorter offsets. We can also create a dataset with the “best” forecast chosen from the available runs.
Moving Coordinates

The common case for numeric models is to use a fixed spatial domain, and iteratively produce output at different forecast times. Another possibility is the model domain changes for each time step, e.g. to track some interesting feature like a hurricane. Then the coordinate system will be time dependent:
  double x( time, x);

  double y( time, y);

  double z( time, z);

  double time( time);

Note that for a fixed time step the coordinates are one dimensional and ordered. We call this a Moving Grid feature.
Swath feature type
Swath data comes from polar orbiting satellites. The data location is found through a complex calculation depending on the specifics of the satellite, and usually must be explicitly provided in the dataset.  The latitude/longitude coordinates are thus two dimensional and connected but not usually ordered: 
  double lon( scan, xscan);

  double lat(scan, xscan);
The satellite orbit is deterministic and so the track can be calculated algorithmically. Queries looking for coverage over specific areas of the earth can thus be satisfied by building simple indices over collections of swath datasets, and then drilling down to specific datasets for accurate subsetting. It is this regularity of polar orbiting satellite tracks that eliminates brute force searching that distinguishes the swath feature type from gridded data on arbitrary two-dimensional coordinates.
Time is ordered along the scan dimension 


  double time(scan);

or along both dimensions:


  double time(scan, xscan);

The data is two dimensional, for example:


  float channel0( scan, xscan);

The z coordinate may be implicit (e.g. surface or top of cloud), or explicit, for example:
  double height(scan, xscan);

A Swath collection is a collection of Swath features with the same coordinate system. A Swath dataset is a set of related Swath collections, for example all the output from a particular satellite instrument for a particular time segment. 
Radial feature type

Radial data (for example scanning radars, lidars) use polar coordinates (elevation, azimuth, distance) to describe the spatial coordinates. A radial is a set of data sampled along a straight line at constant intervals called the gate size. The radial's geometry is described by elevation and azimuth angles relative to some origin, and the distance along the radial.
A RadialSweep feature is a connected set of radials, also called a sweep. The radials are sequentially scanned, and so the time dimension is ordered. A typical coordinate system might look like:

  double elevation( radial);

  double azimuth( radial);

  double distance( gate);

  double time( radial);

The data in a sweep is two dimensional, for example:


  double reflectivity( radial, gate);
A StationaryRadialSweep feature has the origin fixed for all radials, while a MovingRadialSweep feature needs to specify the origin for each radial:

double latOrigin( radial);

double lonOrigin( radial);

double altOrigin( radial);
A StationaryRadialVolume feature is a connected set of radials with fixed origin which uses a scan strategy to scan some volume of space. When the scan pattern goes through a complete revolution in azimuth at an approximately constant elevation, it is convenient to divide the radials into scans by adding another dimension:
  double elevationNominal(scan);

  double elevation(scan, radial);

  double azimuth(scan, radial);
  double distance(gate);

  double time(scan, radial);

and the data is now three dimensional:


  double reflectivity( scan, radial, gate);

The data manifold is still considered two dimensional in index space, since the scan and radial dimensions are just a convenient way to partition the radials, and the elevation, azimuth and time coordinates are ordered only when linearizing the two dimensions. 
A Radial collection is a collection of Radial features with the same coordinate system. A Radial dataset is a set of related Radial collections. A Station Radial dataset is a set of Radial collections at named locations which define the radial origins, for example data from the US NEXRAD radars.

Summary of Feature Types

· Point feature: one or more parameters measured at one point in time and space  (technically this is a zero dimensional feature).
· Station feature: a time-series of data points all at the same location, with varying time (fixed x,y,z; ordered t).

· Profile feature: a set of data points along a vertical line. Time is either fixed (fixed x, y, t; ordered z), or a function of z (fixed x, y; ordered z, t).
· Station Profile feature: a time-series of profile features at a named location. (fixed x, y; ordered z, t).

· Trajectory feature: a set of data points along a 1D curve in time and space (connected x, y, z; ordered t).
· Section feature:  a collection of profile features which originate along a trajectory. (connected x, y; ordered z, t).
· Grid feature: a set of data points in a multidimensional grid, where each coordinate is ordered and separable (separable x, y, z, t). 

· Moving Grid feature: a set of data points in a multidimensional grid, where for a fixed time, each coordinate is ordered and separable (for each t, separable x, y, z). 

· Swath feature: a set of data points in a two dimensional grid, where each coordinate is connected and a function of 2 dimensions (connected, 2D x, y, z, t).
· RadialSweep feature: a set of data points in a two dimensional grid; a connected set of radials using polar coordinates (connected, 2D elevation, azimuth, distance; ordered time)

CSML Feature Types

Andrew Woolf et al have proposed similar categorizations as part of the Climate Science Modeling Language (CSML), using ISO and OGC abstract data models and encoding in GML. More detailed comparison of CSML and CDM Point features can be found in the CDM Point Features document.
	CSML Feature Type
	CDM Feature Type

	PointFeature
	PointFeature

	PointSeriesFeature
	StationFeature

	TrajectoryFeature
	TrajectoryFeature

	PointCollectionFeature
	StationFeature at fixed time

	ProfileFeature
	ProfileFeature

	ProfileSeriesFeature
	StationProfileFeature at one location and fixed vertical levels

	RaggedProfileSeriesFeature
	StationProfileFeature at one location

	SectionFeature
	SectionFeature with fixed number of vertical levels

	RaggedSectionFeature
	SectionFeature

	ScanningRadarFeature
	RadialFeature

	GridFeature
	GridFeature at a single time

	GridSeriesFeature
	GridFeature

	SwathFeature
	SwathFeature


Notes on differences:
· CSML Point features (Point, Profile, Trajectory and variations) appear to contain a “single datum measurement” at each point. The corresponding CDM Feature types contain one or more measurements of different quantities, collocated in space and time.

· CSML Point features appear to sometimes have the space and time coordinates optional. The corresponding CDM Feature types require them.
Its notable how similar the two categorizations are, reflecting the fact that earth science datasets follow the geometries of measuring instruments and numerical models. 

The differences between the categorizations are important because they reflect how minor differences in how someone models their data, or wants to access other’s data, may have important effects on data access simplicity and efficiency.  
